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1. Introduction

This note introduces some central ideas behind the implementation of efficient
interior-point methods for solving conic programs. A large portion of the theory
section is based on the papers for the conic solvers Clarabel' [1] and CVXOPT [2].
What this note adds is some essential implementation details that were left out of
the original two papers (e.g. iterative refinement, matrix equilibration, and handling

of the structure of the scaling matrices).

2. Primal and dual problems
We will in this text consider optimization problems where the objective function
is at most quadratic and the constraints are conic (including the zero cone in order

to model equality constraints). The general form of such (primal) problems is the

following
1
minimize EwTP:E +q'z
subject to Az +s=10> 1)
se,

where z € R" is the decision variable, s € R™ is the slack variable, and P = PT >
0 € R™", ¢ € R?, A€ R™*", b € R™. Furthermore, KC is a composite i.e. the
Cartesian product of K cones (I = IC; X ... X KCg) with each of the cones /C}, of
dimension [;, being of the following types

* The zero cone: Z; := {0} (used to model equality constraints).

* The nonnegative cone: le = {s € Rl | s > 0}.

* The second-order cone: Q; := {(s1,85) € R x R | Isall, < 81}

* The exponential cone: /C,, := {(s5}, 55, 53) € R? | SQGXP(Z—;) < 84,8, >0} U
{(,0,2) | x <0,z > 0}.

* The power cone: K., := {(s, 59, 53) € R® | 5557 > [s3],5,, 55 > 0} with
a € (0,1).

* The positive semidefinite cone: S; = {s € R | smat(s) = 0}.

where smat(x) creates a symmetric matrix from the vector x. This can be done ina
plethora of ways, but we will use the definition from Clarabel, which fills the lower

triangle row by row

Ty 932/\/5 : xn(nfl)/ZJrl/\/i
smat (z) = x2/\/§ 15.3 . ) zn(n—l)/.2+2/\/§ ) (2)
xn(n—l)/2+1/\/§ wn(n—l)/2+2/\/§ Tn(nt+1)/2

where the scaling of v/2 have been introduced on the off-diagonal elements in order

to preserve the inner product, ie. z 'y = tr(smat(x) smat(y)). Furthermore, we
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denote the inverse operation by svec(X), i.e. an operation that creates a vector from
a symmetric matrix X. The nonnegative, second-order, and positive semidefinite
cones are examples of symmetric cones which are a special class of cones that have
a lot of nice properties. The exponential and power cones are examples of nonsym-
metric cones which do not have the same nice properties as symmetric cones, but
are still very useful in practice. The zero cone is a special case that is used to model

equality constraints.

2.1. The dual problem
The primal optimization problem of interest can equivalently be written as

minimize 1zTPz+q'z,

Primal Problem : 3
rimat Froblemm { subject to s =b— Ax € K. 3)

where the conic constraint b — Az € /C can be understood as a generalized inequal-
ity, i.e.

0=k s=b—Az. (4)
However, the standard form (similar to LPs) requires that the inequality is turned
the other way. As such we negate the expression, resulting in

Az — b <, 0. (5)
We now write up the Lagrangian as
1
L(z,2) = §xTPm +q'z+ 2T (Az —b) (6)

Since —(Az — b) € K we must have that z is in the dual cone /C* in order for the
Lagrangian to be a lower bound for any feasible . This comes directly from the

definition of the dual cone, i.e.

Kr={2eR™|2Ts>0, VseK}, (7)
so that, in particular, 2" (Az — b) < 0 for every = with b — Az € K.
Now since we want to find a stationary point we compute the gradient of the
Lagrangian and set it to zero

V,.L(z,z) = Pr+q+ ATz=0. (8)

Now notice that the Lagrangian can be written as

1
x! (EP:c-i—q—l—ATz) —b'z (9)

The thing inside the parentheses, is almost equal to the zero constraint on the
gradient. By performing the mathematician’s favorite magic trick of adding zero

followed by rearranging the expressions we end up with

1 1 1
x’ <§Pac +q+ AT2> + ixTPw — §xTP:E —b'z
=0 (10)
1
= 2" (Pr4+q+AT2)—bT2— §zTP:1:.
NS )
V.L(z,z)=0



As such the dual formulation of the problem becomes

maximize —%xTPac —bT2,
Dual Problem: subject to Pz +q+ ATz =0, (11)
z €K+

2.2. Homogeneous embedding

The standard KK T conditions for the primal problem are

Az +s=1b
Pr+ATz=—¢q
sTz=0 (12)
(s,2) € K x IC*.

However, we can take a different path in order to solve the same problem. First we

define the duality gap ~y as the difference between the primal and dual objectives

1 1
= <§xTPac + qTx) — (—inPm — sz)

=2"Pr+qz4+bz=5"z

(13)

where we used that ¢ = —Pz — AT z (from the gradient constraint) and s = b —
Az (from the definition of the equality constraints). Because (s, z) € (IC, IC*) the
duality gap is always nonnegative for any feasible point, and is zero at the optimal
point (z*, s*, z*) when strong duality holds. We can therefore come up with a
different optimization problem by combining the constraints of the primal and dual

problem and with an objective to minimize the duality gap

minimize 'z,
x,8,2

subject to Pz + ATz+4q =0,
Az +s—b=0, (14)
' Pr+q'z+b'2=0,
(s,2) € K x IC*.

An issue with the above is that the duality gap is explicitly set to zero in the third
equality constraint. This condition can be relaxed after a change of variables  —
Z z— £,and s — £ and instead solve

T T T

minimize s'z+ 7K
T,8,2,T,K

subject to Pz + ATz+qT =0,
Homogeneous embedding: Az +s—br =0, (15)

T 1zTPr+q'z+bT2+ k=0,
(s,2,7,k) EK X K* xR, xR,.

In [1] they go on to show the existence of solutions and infeasibility detection. This

will be skipped here.

3. Barrier functions

Barrier functions are functions that are defined only inside of the feasible region
(i.e. when s = b — Az € K) and tend towards infinity when we move towards the
boundary of the feasible set. They are useful as they can be used to approximate the

constrained problem by an unconstrained problem



minimize zTPz+q'x 1
subject to Az +s=5 ~ minimize ixTPm +q'z+ puf(b— Az). (16)
sel,

As p — 0 the solution to the unconstrained problem tends towards the solution of
the constrained problem. A naive approach would simply be to pick p to be a small
value in order to get a good approximation of the original problem. However, this
is not a good idea as the resulting optimization problem is very ill-conditioned and
hard to solve. Instead, interior-point methods start with a large value of y and then
track the solution of the unconstrained problem as p decreases until we are reason-
ably close to the optimal solution of the original problem. Methods that rely on this
strategy of solving a series of simpler problems are known as homotopy methods. As
an example we will now describe the properties of the logarithmic barrier functions
for the three symmetric cones’, but later we will also discuss the barrier functions

for the exponential and power cones.

3.1. The logarithmic barrier function for the three symmetric cones
For a composite cone IC = Ky X ICy X ... X ICi where each component is one of

the three symmetric cones we have that the logarithmic barrier function is given by

K =X log(s;) K= R}
F) =Y fulsi)s fuls) = —Llog(sTJs) K, = Q> (17)
k=1 —log det smat(s) ), = S,

where s = [s, s, . sx]' with s, € K, and

;- [; _,?1], 19)

meaning that s} Js, = 53 — ||s,]* > 0° for all s;, € Q,, - Furthermore, the loga-
rithmic barrier function satisfies the relation f(ts) = f(s) —mlog(t) for ¢ > 0

where
I, K, = R
m=my+..+mg, mpy=<1K, =9, . (19)
lk ’Ck = Sllc

We refer to my, as the degree of the kth cone, so that m is the degree of the composite

cone C.

3.2. Gradients of the barrier function for the three symmetric cones
By linearity the gradient of the logarithmic barrier function is given by the sum of

gradients of the individual barrier functions for each symmetric cone given by
—diag(s),) "1, Ky =RY

Vfi(se) = —(SZJSkleSk Ky = sz’ (20)
— svec (smat(sk)A) Ke=8,

where 1; is a l-vector of ones. It can be shown that —V f(s) € K and that
sV f(s) =—mfors e K.

2 . . ..
That is the nonnegative, second-order, and positive
semidefinite cone.

? The notation here is a little sloppy as we use that
8, = (81,89) € R x R1,



3.3. Hessians of the barrier function for the three symmetric cones
We denote the Hessian of f and f, as H(s) = V2 f(s) and Hy,, ) = Vka(sk):

diag(s;) > Ky =RL
Hk(sk) == (SZJSI@)_Z(QJSkSZ‘If (S;J&C)J) Ick = Ql ’ (21)
smat(s;) " ®, smat(s;) " K, =S8

where ®, is the symmetric Kronecker product, defined in the section on semidef-

inite cones at the end of the post. For the scaling matrices below, we also need R;, =
LlVAgl/2 = LgTUAIIC/Q, which depends on both s;, and z;,, with

smat(s,) = L L], smat(z,) = LyL, LIL, =UAVT. (22)
In addition, we have that

. diag(s;,)’ K, =R,
Hi(s,) " =280 — (spJsp)d  Kp=9;- (23)
smat(sy,) ®, smat(s;) K, = S

Further properties of the Hessian of the logarithmic barrier function are

H(s)™' =H(s™"), H(s)/*=H(s'?)

24
H(s)s=s"1, H(sY*)s=e, (H(s)v)™' =H(s) vl @)
3.4. The Jordan product for the three symmetric cones
The Jordan products for the three symmetric cones are given by
[slz1 S92y ... slzl]T ICk = ]le
§o0z = [st slz;-%—s;zl]—r ICk = Qlk’ (25)
3 svec (smat (s) smat (2) + smat (2) smat (s)) K}, = S,

where e is the idempotent for the cones given by

11 . 1] K, :]le
e, = [1o.. 0]-r K, = Qlk' (26)
svec (Ilk) Kp=8,

Note that e" (zos) = z"sand e e = m. Inaddition, the inverse, square, and square
. _ 11
root are defined by the relations s 1os = e, s2 = sos, and 52057 = s.

3.5. Logarithmically homogeneous self-concordant barrier

The ideas of the logarithmic barrier functions can be extended to the nonsymmetric

cones as well. We often refer to the general class of logarithmically homogeneous

self-concordant barrier functions, which are a special class of barrier functions that

have nice properties that can be exploited in the design of interior-point methods

as follows: A function f: /K — R is called a logarithmically homogeneous self-

concordant barrier with degree m > 1 (m-LHSCB)* for the convex cone K if it * The logarithmic barrier functions from the previous

satisfies the followin g prop erties section are all m-LHSCB functions.

| V3f(5’3)["’, rr] | < 2(V2f(93)[7’7 7"])3/2 YV € int(K),r € ]Rd, (27) ® This is not to be confused with the convex

tz) = f(z) — mlog(t), Yz € IC,t > 0. conjugate of a function, which is denoted by
f(te) = J(@) g(t) f*(y) =sup {y 'z — f(z),z € int (K)}. The
relation between the two conjugates are f, (y) =

. . . . . 5
The conjugate barrier function f, : JC* — R is defined as F(—y) and V£.(y) = —V F*(—p).



fly) == sup {—y'z— f(z)}. (28)
z€ int (K)
The function f, is m-LHSCB for /C* if the associated f is. The primal gradient V f

satisfies
z'Vf(z) =—m, Vz €int (K). (29)

In cases where the conjugate barrier function is known only through the definition
(i.e. rather than a closed-form representation) we can compute its gradient as the
solution to

Viy)=—arg sup {—y'z—f(z)} (30)
z€ int (K)

4. The central path

As described previously, the idea of interior-point methods is to track the solution
of an approximate unconstrained problem as p decreases until we are reasonably
close to the optimal solution of the original constrained problem. The central path
denotes this path. In order to describe the central path mathematically we define the

function G representing the equality constraints of the homogeneous embedding

0 P AT q| |z 0
G(z,z,8,7,6):=|s| —|—A 0 b||z|+ 0 . (31)
K —q" —=bT 0] |7 7127 Pz

Now assume that f : K — Risan m-LHSCB function on K with conjugate barrier
f, for some m > 1. Given any initial 1?2, we define the central path of v*(p) as the

unique solution to

G(v) = pG(v)

(32)
S = —pVfL(2), 2 = —pVf(s), Th=p
Now inserting the definition of z while using that s" V f(s) = —m it follows that
TE — STM - ,u@ = p. (33)
m m m

If the cone /C is symmetric, then we can replace the condition with a simpler

condition defined in terms of the Jordan product on C, i.e.

soz = pe, (34)

where e is the idempotent for each of the symmetric cones.

Interactive figure 1 (A central path in two dimensions) Consider z € R?, the

objective ¢z, and the composite cone K = R, x Q3 x K., with

Interactive figure 1: A central path in two
dimensions



1.2 0 —1 Ty + 1.2
T2 0 0 2
0 -1 0 ml
s=b—Az=| 0 [—|0 -1 [5”1]: z, | ek (35)
—05 -1 0 |Ll* 7, —05
1 0 0 1
1.5 0 —1 Ty + 1.5

The three cones give, respectively, the half-plane z, > —1.2, the disk ||z|, < 2, and
the region z; < 0.5 + log(z, + 1.5), and the barrier is

f(s) = —log(sy) —log(s3 — s3 — s3)

e P i) = i) = Tl =T (36)

of degree m = 1 + 2 + 3 = 6 (here the second-order cone uses — log(sT J s), twice
the bartier of the previous section, so it contributes degree 2). The central path is the
curve of minimizers z(u) of ¢"z + pf(b — Az) and along it z = —uV £(s). For
large p the barrier dominates, and (u) lies close to the analytic center, well inside
the feasible region. As u decreases the linear term takes over, and the level sets are
pushed against the boundary, where they follow its shape.

=
gr=sE

X(u)
centra{l path
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4.1. Scaling matrices
We now introduce the idea of a scaling matrix H. The choice of scaling matrix H
depends on which way we linearize the central path. For symmetric cones the most
common choice is the Nesterov-Todd scaling. For nonsymmetric cones the central

path is defined by the set of points satisfying Equation 32. For the zero cone we set

H=0.


https://mipals.github.io/blog/2026/01-04-conic-optimization/#graph-central-path
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4.1.1. Symmetric cones
For symmetric cones the central path described with Equation 34 is linearized.
The Nesterov-Todd scaling exploits the self-scaled property of symmetric cones to

compute a unique scaling point w € /C satisfying

H(w)s = 2. (37)
We can factorize H(w) as H1(w) = WTW.

4.1.2. Nonsymmetric cones

As nonsymmetric cones are not self-scaled, we cannot use Equation 34 to describe
the central path and must instead linearize Equation 32. A general primal-dual
scaling strategy suitable for nonsymmetric cones was proposed in 3], and used later

in [4], which relies on the satisfaction of the two secant equations
Hz=s, HVf(s)=V£(2). (38)
We now define shadow iterates as
Fm—VI(s), 5= —VA(2), (39)
with
L=35"%/m (40)

A scaling matrix H can be obtained from the rank-4 Broyden-Fletcher-Goldfarb-

Shanno (BFGS) update, which is commonly used in quasi-Newton methods,
H := Hppos = S(S72) 'ST + H, — H,Z(Z"H,Z) ' Z"H,, (41)

where Z :=[z,%], S:=[s,3§], and H, > 0 is an approximation of the Hessian.
In our implementation we choose H, = uV?f,(z) following [4]. Putting things

together means that the computation of Hppgg reduces to a rank-3-update as
Hygpas = V2 £.(2) + (2um)"18,(s + 5 + (ui— 1)718,)
+(2pm) (s + p8 + (ujp — 1)716,)8]

(V2f.(2)% — 8)(V*f.(2)5 — i3)
(2, V2[.(2)2) — mji? ’

(42)

where p1 = s'z/m and 6, := s — 3. A more detailed description can be found in
[4].
The above is defined in terms of the conjugate barrier function f, ). This is in

contrast to [4], which defines it in terms of the standard barrier function.

5. Computing step directions

The overall aim is to find the optimal solution to the homogeneous embedding. This
amounts to solving the nonlinear system of equations G(v) = 0 with the additional
constraint £7 = . The aim of most interior-point methods is to track the central
path for ;1 — 0 until reasonably close to the optimum. In order to solve the non-
linear system Newton’s method is applied. This requires a linearization of the central

path which can be seen below,



0 P AT ¢ Az d
As| — —A 0 b Az| =—|d
Ak —(g+2P&T —bT ETPE| |AT d

HAz+ As=—d

(43)

KAT + TAK = —d,,

CRl

where d = (d,,d,,d,,d,,d,) is the vector of residuals, while { = £ and H €

x) Mz T

R™>™ is a positive semidefinite block-diagonal matrix (zero on zero-cone blocks)
with blocks equal to the scaling matrices’. Note that in order to allow for nonsym-  °Ignoring the sparse form of the scaling matrices that
metric cones we use H, which is in contrast to [2] that uses Ao(WAz + W1 Ag) = e usually required in practice. This will be

explained in a later section.

d, with H = WTW.

We now eliminate (As, Ax) from the system resulting in

p AT q Az d,
- —A H b Az|=—| d,—d,
—(q+2P&)T —bT £TPE+ k1| |AT d. —d. 1 (44)

As=—d, —HAz, Ak=—(d,+rAT)T7"

The above system can be solved by a pair of linear systems with a common coefficient

matrix, meaning that it only has to be factorized once
P AT ||Azy Azy| d, —q (45)
A —H||Az Azy| T |—(d,—d) b

From the above solution we can recover the search direction (Axz, Az, As, A1, Ak)

as follows

Az = Az + AT - Az,

Az = Az + AT Az,

As =—d, — HAz,

d,—d, 7'+ (2P¢+q) T Az +bT Az
T T R T 1 PE— (2PE+q) Awy — b1 Az, (46)
d,—d, 7 +q" Az, +bT Az, + 26T PAx,
TR [ Aay € Avy [ g7 Aw, —bT Az
Ak = —(d,, + kAT)T L.

The actual step is then obtained by computing the maximal step size « that ensures

that the new update is still in the interior of the conic constraints.
Interactive figure 2: The largest step inside the
cones
Interactive figure 2 (The largest step inside the cones) The feasible region of the
central path example, with an iterate = and a search direction Az, both of which
can be dragged. Following Az from z, the first cone boundary is reached at the
step Q. (dashed). Clarabel moves only a fraction of the way,  + aAz with a =

max

0.99 min(1, o, ), so that the iterate stays strictly inside the cones.
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5.1. The affine and centering directions

At every interior-point iteration we solve the KKT system for two sets of right-
hand sides each, corresponding to the so-called affine and centering directions. In
short this means solving Equation 45 twice, however since the system matrix stays
the same and the right-hand side (—g, b) stays the same the computation requires

. . .. 7
only a single numerical factorization” and three solves.

The two sets of right-hand sides correspond to a predictor step and a corrector step.
The steps are also known as the affine step and the centering step. In our case the
affine step has the right-hand side of

d,=r,, d,=r, d.=r., d,=s, d, =&k, (47)

whete (r,,7,,7,) are the three components of the residual G(v) at the current

iterate v, while the corrector step has the right-hand side of

dm = (1 7U)Tz7 dz = (1 70—)7‘27 d-r = (1 - U)TT7
d, = kT + AKAT —op,
' (48)
_JWT (Ao (AoX—ope+1n)) (symmetric)
5 \s+ouV(z)+n (nonsymmetric),

where o denotes the inverse operator of o. Computation of a higher-order correction
term 7) is a heuristic technique that is known to accelerate the convergence of IPMs
significantly. The choice of this term varies depending on the choice of the scaling
matrix H and whether a given constraint is symmetric or not. For symmetric cones
we use the Mehrotra correction n = (W~ As)o(W Az), while for nonsymmetric

cones we compute 7 using the 3rd-order correction from [4], i.e.

0= —%V%(z) [Az, V2, (2)" As]. (49)

7 As the sparsity pattern does not change the
symbolic factorization can be reused


https://mipals.github.io/blog/2026/01-04-conic-optimization/#graph-step-length
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We set 0 = (1 — a,5)® where o is the step size of the affine step.

Interactive figure 3 (Affine and centering directions) A primal-only version on the
central path example, with the dual variable tied to the iterate by z = —pV f(s),
so that the step towards the central path for a target p is the Newton step Az =
—V2F(z) Y (q/p+ VF(z)), where F(z) = f(b— Az). From z(u), the affine
step (dashed, target o = 0) is taken a fraction a/a,,,, of the way to the boundary,
which leaves the central path and reduces p to ™ = (1 — a)u. The centering step
(dotted) is one damped Newton step for u+.* Only the number pu* enters this step;
z(uT) is unknown to the method and drawn for reference only. This is the classical
predictor-corrector pair; Clarabel combines the two steps into one through o.

Ay AN

N\

k2

ol N[/

X(7), " = 0.1

ol2 ola ol ols 1 /

Interactive version on the website —

Naffinde, / [
L]
..
L | ..
\ ®._ centering

5.2. Solver initialization

An essential consideration is how to choose the initial point v°. The initialization
strategies depend on whether the objective is linear or quadratic and whether the
cones are symmetric or not. However, in all cases the initial scalar values are set as
0=k =1

5.2.1. Symmetric cones

The initialization strategies below can be thought of as projections of the equality

constraints onto cones in the direction of the idempotent e for each symmetric cone.

Quadratic objective. If P # 0 the initialization happens by solving the following

52l 1 e

linear system

Interactive figure 3: Affine and centering di-
rections

¥ The next iteration starts where the centering step
ends, near but not on the central path.
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with I, = I — E with E being a matrix with ones on the diagonal corresponding
to zero cones (i.e. equality constraints) but otherwise zero. The above linear system

corresponds to solving the following optimization problem

1 1
minimize ExTPx +q'z+ 3 | Az —b |3

(51)
subject to FEAx = Eb,
From this solution we project z and s back to the interior of the cone
=z,
o, < —¢
- (e+ay)e, otherwise’ (52)
_ oy < —€
Tz + €+ aq)e, otherwise’
where o, = inf{a | —z + ae € K} and oy = inf{a | —s + ae € }.
Linear objective. In the case of P = 0 we instead solve two linear systems
0 AT ||z t| [0 —q
a2l =B 2
From this we set
20 ==z,
0 —s, a, < —€
s = .
—s+ (e + ap)e, otherwise (54)

N
Il

0 z, g < —¢€
z + (e + aq)e, otherwise’

where a, = inf {a | —s + ae € K} and oy = inf {a| 2 + ae € K}.

5.2.2. Nonsymmetric cones
When the composite cone /C contains any nonsymmetric cone both primal and dual
variables are set as z = s = —V f, ) (corresponding to p® = 1). This is equivalent

to solving the unconstrained optimization problem

minimize % |2 12+ £.(2), (55)
which is strictly convex and has a unique solution. It yields 9, = 2, = e for
symmetric cones, and

50, = 20, ~ (—1.051383,0.556409, 1.258967), (56)
for exponential cones, and
o = 200w ~ (VI+a,V2—a,0), (57)

for power cones with parameter a.

5.3. Termination criteria
All termination criteria are based on unscaled problem data and iterates, i.e. after the

Ruiz scaling has been reverted.



5.3.1. Feasibility checks
For checks of primal and dual feasibility we introduce the normalized variables & =

x/7,8 = s/7, £ = z/7 and define the primal and dual residual as follows

T, =AL+5—b (primal residual)
(58)
ry:=Pi+ AT2+q (dual residual) .
Likewise, we define the primal and dual objectives as
1 AT A T A . . .
9 =5 Pz +q'#  (primal objective)
(59)

1
9a:=—3 £TP#—b"% (dual objective) .

Using the above definitions we can declare convergence if all three of the following
hold:
I 7y | < €7 - Max {L,blewt 121+ 8|} (primal convergence)
I g | <ep-max {1,] qfe+[2[+]2]} (dual convergence) (60)
| 9p — 94 | < €5 - max {l,min {| 9p I, 94 |}} (gap convergence)
We specify a default value of €, = 1078 as well as a weaker threshold of ¢ F= 1075

when testing for “near optimality” in cases of early termination (e.g. lack of progress,

timeout, iterations limit, etc.).

5.3.2. Infeasibility checks
When testing for infeasibility we do not normalize iterates, but rather work directly
with the unscaled variables since infeasibility corresponds to the case where 7 — 0.
We declare primal infeasibility if the following holds

| ATz | < —€;,-max {1,] @ [+ 2z |}- (b72) (primal infeasibility)

T . . . . 1 (61)
bz < —¢, (primal infeasibility) .

Similarly, we define dual infeasibility if the following hold
| Pz || < —e;, -max {1,]| z |} (¢"z) (dual infeasibility)
| Az +s | < —€;, -max {1,] & | +] s [} (¢"z) (dual infeasibility) (62)
¢’z <—e, (dual infeasibility)

= 10"% and allow for

weaker thresholds to declare “near infeasibility™ certificates in cases of early termi-

We set the relative and absolute tolerances as €, ,, =¢; ,

nation.

6. Implementation details

6.1. Solving the KKT system
The main computational effort in the interior-point method is to solve the Karush-
Kuhn-Tucker (KKT) system of the form

et ®

K Y b



The scaling matrix, however, has the unfortunate property that it becomes ill-
conditioned when the iterates are close to the boundary. As such one instead solves

the regularized problem

=) o
K+D Y b

where D denotes the added diagonal part. Note that while solving Equation 64
is more numerically stable, it is not the system that we actually aim to solve i.e.

Equation 63. The regularization € is computed as
€ = €constant + 6proportion ” dlag (K) ”oo . (65)
6.2. Regularized iterative refinement

As described in [5], the regularization term can be removed by solving a sequence

of systems of the form
(K+D)Az,, =b—Kz,,, T, =2, +Az,. (66)
The sequence {z,,} converges to the true solution of Kz = b, provided that it
exists. To show this first notice that we can rewrite Equation 66 as
(K + D)z,,,, — Dz,, = b. (67)
Now assume that z° is the solution to the equation Kz = b (which is the equation

we aim to solve). Now we perform the mathematician’s favorite trick of adding 0
(in this case Dz® — Dx), it follows that

(K + D)z — Dz° = b. (68)

We now subtract Equation 68 from Equation 67

(K + D)(%pq —2°) — D(z,, — 2°) = 0. (69)
Rewriting the above gives us
Tyl —a’ = (K+D)_1D(l‘m _1,0). (70)

The final step is to take norms on both sides resulting in

|22 =2l < [|(K + D)7 D[z, — 2°]- (71)

Thus, if || (K + D)~'D|| < 1 we have that z,, — z° for m — oo (more precisely,
it suffices that the spectral radius of (K + D) ™1 D is less than one).

6.3. Matrix equilibration
The equilibration in Clarabel is a modified version of Ruiz scaling [6], [7], similar as
to what is done in the OSQP package [5]. The equilibration is based on the scaling of
the constant part of the KKT system (i.e. the part excluding the primal-dual scaling
matrices) as shown below

(72)

P AT
=24

The aim is to find a diagonal scaling matrix .S such that



D o|(P AT||D 0O DPD DATE
SMSZ[O E} {A oHo E]:[EAD 0 } (73)
is better conditioned. The above can be seen as a transformation of input data to a

conic optimization problem

1 _

minimize fTP;i +q'z

subject to AZ+5=0 (74)
seK,

where = D'z, 5 = Es, P = ¢cDPD, = cDq, A= EAD, b = Eb, with ¢ >
0 a cost scaling and E chosen such that EIC = IC.

The main idea of the equilibration procedure is to scale the rows (and columns) for
the matrix M so that they have equal £,-norm. An efficient approximate solution
to this problem is the so-called Modified Ruiz scaling described in [5] based on the
Ruiz scaling described in [6].

7. Sparse solvers

More often than not the main computational time in an interior-point method is
solving Equation 64. Luckily, the linear system is often sparse leading to fast factor-
ization algorithms. As such it is important to use an efficient implementation of
a direct sparse solver if one wants the interior-point solver to be computationally

efficient. In Clarabel it is possible to utilize the following sparse solvers

(Rust) faer-rs. Multithreaded. Wasm compatible.

* (Rust/Julia) Quasi-Definite LDL (QDLDL) based on [8]. Single threaded.
(Rust/Julia) PanuaPardiso (Requires license). Multithreaded.

(Rust/Julia) oneMKL-Pardiso (Only Intel CPUs). Multithreaded.

(Julia) cuDSS (CUDA Direct Sparse Solver). GPU-based.

(Julia) MA57 (Requires license). Multithreaded.

(Julia) CHOLMOD (Standard Julia Solver). Multithreaded.

7.1. Sparsity exploitation

7.1.1. Augmented sparsity
In numerical computations one often meets a matrix of the form sparse-plus-low-
rank. The general form of this is the following

ny ny

H:=8-Y v/ +> uul =S-VVT +UU", (75)

i1 i1
where Sissparseand V = [v1 - vay]and U = [ - way] withng, ny, < n.The
problem with the above matrix is that forming the outer products (i.e. assembling
the plus-low-rank part) will ruin the sparsity of S and H in turn will be a dense

matrix. Given that our aim is to solve a system of the form Hz = b lets look at the

structure of Hx by performing the product

Hx—S;v—V(VTx) +U<UTm> = Sz + Viy, + Uty. (76)

—ty ty


https://crates.io/crates/faer
https://panua.ch/pardiso/
https://www.intel.com/content/www/us/en/docs/onemkl/developer-reference-c/2025-2/overview.html
https://developer.nvidia.com/cudss
https://www.hsl.rl.ac.uk/catalogue/ma57.html
https://github.com/DrTimothyAldenDavis/SuiteSparse/tree/dev/CHOLMOD

The above together with the constraints V' z + t;, = 0and Uz — t;; = 0 we can

solve Hx = b by solving the following equivalent system

s VvV U x b
VI L, 0 ||t ]| =]o0]. (77)
ut o —I, | te] |0
Haug
Note that while H,,,, is sparse it is larger. An important property of the augmented

system is that if S — VV'T - 0 (and hence S > 0) then H,,,, is Quasi-Definite and
therefore strongly factorizable, meaning that for every permutation P one can find
Land D so that PH,,,P" = LDL" [9].

7.2. Second-order cones

7.2.1. The Clarabel approach
Clarabel uses the same approach as in ECOS [10]. In short, they utilize that the
structure of W, W, for a second-order cone is augmented-sparse, meaning that it

can be split as follows

W/ICTW]C = Sk — Ukvz + Ukuz, (78)
where S;, — v,v) = 0. We can generalize the above for all second-order cones by
defining

S = blkdiag(S;, Sy, ..., S, ),

V = blkdiag(vy, vy, ..., v,,), (79)

U = blkdiag(uq, ug, ..., U, ),
meaning that

WiWw=8-vvi+uU’. (80)

As such the KK T of the form
P AT b
w2 =1 @)

can equivalently be solved by solving

P AT 0 0 ||z
A =S -V -U||=z| _

0 —VT —I 0 ||ty
0-UT 0 I ||ty

; (82)

o ONQ"HC"

The approach is simple as it leaves A intact and does not scale z. However, one has
to deal with computing V' and U, which is not unique. In fact Clarabel and ECOS
apply different approaches when calculating V and U. A detail here is that one wants
to compute V and U in a way for which § — V'V T > 0 so that the system remains

quasi-definite (and therefore strongly factorizable).

7.2.2. The CVXOPT approach
Another approach is that of CVXOPT. Here the diagonal-plus-low-rank structure

of the scaling matrix of a second-order cone (and its inverse) is used, i.e. that



W, = Dy +uuy, Wit = B+ v, (83)
where the D, and E), are diagonal. We can again bunch all the scaling matrices
together by defining

D = blkdiag(D,, D,, ..., D,), E = blkdiag(E,, E,, ..., E,), (84)

so that
W=D+UU", Wl=E+VVT. (85)
Note that U and V are defined as before, but are different since the u;, and v;, come
from Equation 83 rather than Equation 78. We now show how the rank-update

and the known inverse can be used explicitly in order to preserve sparsity. The KK'T

system of interest using Nesterov-Todd scaling is the following

P AT x b,
o[- 2 ¢
By scaling the z-variable and multiplying the last row with W~! one finds that
P ATE+VV)|[z] [ b, (&7
(E+VVT)A I wz| = |w-ib, |
For simplicity, we now define S = ATV
P ATE+sVT][z] [ b, (58)
EA+VST -1 Wz = |w-ib, |

We can now introduce new variables o, § € R™V resulting in

P ATES 0][a b,

ETA —I 0 V||w:| |wp,

ST 0 0 —1Illal=| o | (89)
0 VT —Io0|]|g 0

Where we have used that E = ET to show why the system is also symmetric.
Now the above preserves sparsity. For SOCs, Ej, = —; ' J for a scalar v, > 0 (in
CVXOPT, W, = 7, (2w,w;, — J) for a vector wy,), so EE is diagonal with blocks
fy,;QI . If the scaling is normalized so that v, = 1, then EE = I, and we can reduce

the above as

P AT S 0 z b,

A —I 0 EV||EWz| |EW-b, (90)
ST 0 0 —I a o 0 ’

0 VTET —1 0 B8 0

7.3. Rotated second-order cones
By rotating the rotated second-order cone back to the second-order cone form we
can exploit the sparsity similarly to the regular second-order cone. This rotation can

be done by applying the following transformation

1 1
5 7 0 -0
11 -0
R=|v2 2 . (91)



7.4. Power cones

The conjugate barrier for certain power cones has a Hessian that, similar to that of
second-order cones, can be represented using augmented sparsity [11]. The intuition
here is that e.g. the generalized power cone reduces to a second-order cone when
d, = 1. Given that the augmented sparsity is only available for the conjugate barrier

the following is only relevant in the case of dual scaling.

The generalized power cone is parametrized by a € Ri; such that

S a1 (92)
i€[d,]
and is defined as
Kgpow (@, dy,dy) = {(Uyw) eRY xRe| J[ w>|w II} (93)
i=1,..,d,

with dual cone

u; i
/cgpow<a,d1,d2>={(u,weR‘ildeu T (%) znwn} (94)

i=1,..,d, i

The power mean cone is parametrized by o € ]Rff_j_ such that

o =1 (95)

i€(d, ]

and is defined as

K powm (0t dy) = {(u, w) eRY xR ] "> w} (96)

i=1,...,d;

with dual cone
K gm0ty dy) = {(u, w) eRY xR_| ] (%) > —w} (97)
i=1,...,d; i

The relative entropy cone is defined as

Krel(d)cl{(u,v,w)ERxR‘i+xRi+|u2 Z wﬂn(wi)} (98)

i=1,...,d

with dual cone

rald) =l {(U,v,w) €R,, xR}, xR?|

rel
w; > u<1n<3) . 1) Vi=1, ...,d}
U,

7.5. Generalized power cones
As shown in [11] the Hessian of the conjugate barrier for the generalized power

cones is augmented sparse with n,, = 1 and n,, = 2, i.e. that
H*(z)=D+pp" —qq" —rr'. (100)

where z := (u,w) and D — qq" — rr" > 0 with



2
tla,

where

(102)

~ feerlw®) | 2

Po=\ T A e
= % ry =2 7€
o=V ! d+wl?

and ¢ =L, () "or = S and C = o= w P
i€ld,] \ @ Pt U; ’

7.6. Power mean cone
For the power mean cone it is shown in [11] that the Hessian of the conjugate barrier

is augmented sparse with n,, = 1 and n,, = 2, i.e. that
H*(z)=D+pp" —qq" —rr'. (103)

where z := (u,w)and D — qq" —rr" = 0 with

;0 1—a;
1, + - i pOT qOT:| O
D= u; u? = ,q= r= , 104
» P |:p1 é:| q l: ol Tl% ( )

where
0:14—11]72, p0:¢7 plzlv QO:VC7 r].:C (105)
and

6 =T, (j;—) "(=¢+wandr = 2 i=1,..d.

i

7.7. Relative entropy cone
For the relative entropy cone it is shown in [11] that the Hessian of the conjugate

barrier is sparse with the following structure

Vil Vol Viwls

H (Z) = viz),uf* Du,v Dv,w (106)
V?u,uf* Dw,v Dw,w

where z == (u, v, w) and H*®) > 0

D, = ding([232 + & . 2o 1 3]
D, ,, = diag([1? - 7?]) (on
D,,=D,,= dlag([u(fyfvl) U(ngd)71]>’

with v, = w, — u(ln(%) _ 1) S0i=1,..d.

7.8. Semidefinite cones

We start by introducing the vectorization of a symmetric matrix M defined below



T
[M1,17 \/§M2,17 M2,27 \/§M3,17 (3
(M) = \/iMn,n727 \/§Mn,n717 Mn,n] . (108)

svec

Note that the scaling of v/2 is in order to preserve inner-products ie. that
tr (LT M) = svec (L) svec (M). We equivalently introduce the matrization of
a vector (and denote it by smat) which unsurprisingly has the property M =
smat (svec (M)) as

my my/V2 mn(nfl)/2+1/\/§
smat (m) = m#ﬁ n?:“’ m”(”_l)./z*'?/ﬁ . (109)
mn(n—l)/2+1/\/§ mn(n—l)/2+2/\/§ M (n+1)/2

Note that the scaling ensures that we preserve inner-products i.e. that u'v =
tr (smat (u) smat (v)).

7.8.1. Computing dense W, W,
In CVXOPT the Nesterov-Todd scaling of a semidefinite cone is described by the
product

W, svec (V) =svec (RLVRy), (110)
However, stating it like this gives no insights into the structure of W), which is
needed when assembling the KKT system (to be precise W, W}, is needed for the

KKT assembly). It turns out that the structure comes from the symmetric Kronecker

product given by
(G ®, H) svec (V) = % svee (HVGT + GVHT). (111)
Using the above we can see that this means that the Nesterov-Todd scaling of the
semidefinite cone is
(RT ®, R") svec (V) =svec (R"VR), (112)
from which it becomes clear that W, = (R} ®, R, ). We're now almost ready

to describe W, W, but first we need to introduce the following property of the

symmetric Kronecker product [12]
(A®, B)(C®, D) = %(AC ®, BD+ AD ®, BC). (113)

Using the above it follows that

W, W, = (R, ®, Ry) (R} ®, Ry)

114
= RyR] ®, RiR}, (114)

Now how do we write the symmetric Kronecker product as an explicit matrix? First

we need to introduce a mapping @ that works as follows
Q vec (S) =svec (5), QT svec (S) = vec (S5) (115)

Using @ it is now possible to describe the symmetric Kronecker product as



G®,H= %Q(G®H+H®G)QT (116)

This definition intuitively makes sense. The QT on the right is applied first and lifts
a svec to vec ie. from a symmetric vector to a regular vector. We then apply the
sum of regular Kronecker products (the sum makes it map symmetric matrices to
symmetric matrices) and then pull the product down back to svec using Q. Note
that in general G ®, H is not symmetric. Instead, it represents a single half of an
otherwise symmetric product. In the case where H = G, as is the case of NT-scaling,

the product is symmetric and in fact

W' Wi, = Ry R, ®, R.R), = Q(R,R; ® R.R})QT (117)
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